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Abstract 

Autonomous robotic systems operating in unstructured, real-world environments require the 

seamless integration of heterogeneous sensory inputs — visual, spatial, and tactile — to achieve 

the level of situational awareness necessary for complex manipulation and navigation tasks. This 

survey provides a systematic and comprehensive review of the state-of-the-art in multimodal 

robotic perception, spanning the period 2017–2025. We examine the evolution from convolutional 

neural networks (CNNs) to Vision Transformers (ViTs) for visual processing; the deep-learning-

based analysis of 3D point clouds via PointNet-family architectures, voxel- and pillar-based 

methods, and LiDAR-camera fusion paradigms; and the emergence of high-resolution visuotactile 

sensors (GelSight, DIGIT, TacTip) coupled with learned tactile representations for dexterous 

manipulation. We then survey multimodal fusion strategies — early, late, and intermediate — with 

emphasis on cross-modal attention mechanisms and joint embedding spaces. Finally, we analyse 

Vision-Language-Action (VLA) models as the frontier of embodied multimodal intelligence. For 

each sub-domain, we discuss open benchmarks, quantitative results, and the principal technical 

challenges that remain unsolved. Our analysis identifies four key research gaps: efficient fusion 

architectures for embedded hardware, self-supervised tactile representation learning, spatio-

temporal fusion of asynchronous modalities, and out-of-distribution robustness evaluation in real 

robotic settings. This survey is intended as a reference for researchers and practitioners working at 

the intersection of deep learning and robotics. 
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1. INTRODUCTION 

The ability to perceive and interpret the physical world from multiple sensory channels is a defining 

characteristic of biological intelligence. Humans effortlessly integrate visual, tactile, 

proprioceptive, and auditory signals to perform tasks — from grasping a fragile glass to navigating 

a crowded marketplace — that remain profoundly challenging for autonomous robotic systems. 

Bridging this gap is one of the central objectives of modern robotics research, and it requires not 

merely better individual sensing modalities, but principled architectural frameworks for fusing 

them. 

Over the past decade, deep learning has fundamentally transformed the processing of individual 

sensory modalities. Convolutional neural networks (CNNs) established a new paradigm for visual 

feature extraction [1], while attention-based architectures — culminating in the Vision Transformer 

(ViT) [2] — demonstrated that purely attention-based processing can surpass convolutional 

inductive biases when sufficient data is available. Simultaneously, the robotics community 

developed neural architectures capable of processing unstructured 3D point cloud data [3], enabling 

spatial understanding beyond the limitations of 2D projections. More recently, visuotactile sensors 

such as GelSight [4] and DIGIT [5] have democratised high-resolution tactile sensing, enabling 

learned representations of contact that rival the spatial acuity of the human fingertip. 

However, the full potential of multimodal perception can only be realised when these modalities 

are integrated in a principled and computationally efficient manner. The challenge is threefold: (i) 

the modalities exhibit profoundly different statistical properties, sampling rates, and spatial 

resolutions; (ii) real-world robotic deployments impose strict constraints on inference latency and 

compute budget; and (iii) the collection of labelled multimodal training data is costly, limiting 

dataset scale relative to unimodal counterparts. 

This survey addresses these challenges by providing a systematic review of the state-of-the-art in 

multimodal robotic perception, covering visual, spatial, and tactile sensing, and their integration. 

Our contributions are as follows: 

(C1) A structured taxonomy of deep-learning architectures for visual, 3D spatial, and tactile 

perception in robotics, covering 2017–2025. 

(C2) A comparative analysis of multimodal fusion strategies, with emphasis on cross-attention 

mechanisms and joint embedding spaces. 

(C3) A comprehensive benchmarking summary aggregating quantitative results across vision, 

3D, tactile, and multimodal benchmarks. 

(C4) Identification of four critical open research gaps, with a structured discussion of prospective 

directions for the field. 

 

The remainder of this paper is organised as follows. Section 2 covers visual perception, from 

foundational CNNs to Vision Transformers and semantic segmentation. Section 3 addresses spatial 

perception via 3D point cloud analysis and LiDAR-camera fusion. Section 4 surveys visuotactile 
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sensing and tactile representation learning. Section 5 analyses multimodal fusion strategies and 

VLA models. Section 6 presents benchmark results. Section 7 identifies open challenges. Section 

8 outlines future research directions, and Section 9 concludes. 

 

2. VISUAL PERCEPTION: FROM CNNS TO VISION TRANSFORMERS 

 

Visual perception constitutes the primary sensory channel for most robotic systems. The evolution 

from hand-crafted feature extractors (SIFT, HOG) to deep convolutional architectures, and 

subsequently to attention-based Transformer models, has dramatically expanded the scope of visual 

tasks addressable by autonomous robots. 

 

2.1 DEEP CONVOLUTIONAL ARCHITECTURES 

 

The introduction of ResNet [1] and its residual skip connections addressed the vanishing gradient 

problem, enabling networks of unprecedented depth (50–152 layers) with stable training dynamics. 

DenseNet [6] extended this principle by connecting each layer to all subsequent layers, promoting 

feature reuse and gradient flow. For real-time robotic applications, YOLO-family detectors [7,8] 

enabled object detection at 30–60 frames per second on consumer GPUs, making real-time scene 

understanding feasible on mobile robotic platforms. EfficientDet [9] introduced a compound 

scaling strategy that simultaneously optimises network depth, width, and input resolution, 

achieving superior accuracy-per-FLOP compared to prior architectures — a critical property for 

systems with embedded compute constraints. 

Six-degree-of-freedom (6-DoF) object pose estimation represents a particularly challenging visual 

task for manipulation. PoseCNN [10] pioneered direct 6-DoF estimation via a two-branch CNN 

architecture, while DeepIM [11] introduced iterative pose refinement through differentiable 

rendering, demonstrating that synthetic-to-real transfer is achievable for pose estimation — an 

early demonstration of the sim-to-real paradigm. 

 

2.2 VISION TRANSFORMERS AND SELF-SUPERVISED PRE-TRAINING 

 

The publication of ViT [2] established that a pure Transformer architecture applied to image 

patches can exceed CNN performance when pre-trained on sufficiently large datasets (JFT-300M, 

ImageNet-21K). However, ViT suffers from quadratic complexity in the sequence length and lacks 

inherent spatial hierarchy, limiting its application to dense prediction tasks. Swin Transformer [12] 

addressed both limitations through shifted-window self-attention, achieving linear complexity and 
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hierarchical feature maps. Swin established new state-of-the-art results on COCO detection (58.7 

AP) and ADE20K segmentation (53.5 mIoU) and became the backbone of choice for downstream 

robotic perception tasks. 

DINOv2 [13] demonstrated that self-supervised training on a curated 142M-image dataset (LVD-

142M) via a teacher-student distillation objective produces visual features with remarkable 

downstream transferability — including robotic affordance identification and visual localisation 

— without any task-specific fine-tuning. This result has significant practical implications: a single 

pre-trained ViT encoder can serve as a universal feature extractor across diverse robotic perception 

tasks, reducing the dataset requirements for downstream deployment. 

The Segment Anything Model (SAM) [14] introduced promptable segmentation as a new 

paradigm: given a point, bounding box, or mask prompt, SAM segments the corresponding object 

zero-shot on any image. For robotics, SAM enables interactive object segmentation without 

domain-specific training, directly supporting tasks such as bin picking, scene understanding, and 

object-goal navigation. 

 

2.3 SEMANTIC AND PANOPTIC SEGMENTATION 

 

Mask2Former [15] unified semantic, instance, and panoptic segmentation into a single masked-attention 

Transformer architecture, achieving state-of-the-art on all three tasks simultaneously. For industrial robotics 

— particularly bin picking of disordered objects — panoptic segmentation is especially valuable: it provides 

both the semantic class of background elements and the precise instance boundary of each foreground 

object. DETR [16] and its variants introduced end-to-end Transformer-based detection and segmentation, 

eliminating hand-designed post-processing components such as NMS and anchor generation. 

The recent SAM 2 [17] extended promptable segmentation to video sequences, enabling temporally 

coherent object tracking and segmentation — a critical capability for robotic perception in dynamic 

environments where the object of interest may be partially occluded or moving across frames. 
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3. SPATIAL PERCEPTION AND 3D POINT CLOUD ANALYSIS 

Three-dimensional spatial perception is indispensable for robots operating in physical 

environments. While depth cameras (RGB-D) and LiDAR sensors have been available for decades, 

the development of neural architectures capable of directly processing unstructured 3D point cloud 

data has enabled a qualitative leap in spatial understanding. 

 

3.1 POINT-BASED NEURAL ARCHITECTURES 

 

PointNet [3] addressed the fundamental challenge of permutation invariance in point cloud 

processing by applying shared MLP layers point-wise and aggregating via symmetric max-pooling. 

This simple but powerful design enabled, for the first time, direct deep learning on unordered 3D 

point sets for classification and part segmentation. PointNet++ [18] extended the architecture with 

hierarchical set abstraction, capturing local geometric structures at multiple scales via ball query 

grouping — a critical improvement for handling real-world point clouds with non-uniform density. 

Dynamic Graph CNN (DGCNN) [19] introduced EdgeConv, which constructs a k-nearest-

neighbour graph dynamically in feature space at each layer, enabling the capture of semantic rather 

than purely geometric local relationships. Point Transformer [20] applied local self-attention over 

grouped point neighbourhoods with a subtraction-based attention function invariant to translation, 

establishing new benchmarks on ModelNet40 (93.7% accuracy), ShapeNet part segmentation 

(86.6% mIoU), and S3DIS semantic segmentation (70.4% mIoU). Subsequent versions — Point 

Transformer V2 [21] and V3 [22] — progressively improved computational efficiency while 

maintaining or exceeding these performance levels. 

 

3.2 VOXEL-BASED AND PILLAR-BASED METHODS FOR REAL-TIME DETECTION 

 

For real-time 3D object detection in autonomous navigation, voxelisation-based methods offer a 

favourable accuracy-speed trade-off. VoxelNet [23] introduced Voxel Feature Encoding (VFE), 

applying a mini-PointNet to all points within each voxel before 3D convolution. SECOND [24] 

replaced dense 3D convolution with sparse convolution, reducing inference time by 4× at 

equivalent accuracy. PointPillars [25] simplified the representation further by collapsing voxels 
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into vertical pillars, enabling the use of efficient 2D convolution on a Bird's-Eye View (BEV) 

projection at >60 Hz on consumer GPUs. 

CenterPoint [26] replaced anchor-based detection with heatmap-based centre prediction, inspired 

by the 2D detector CenterNet. This formulation proved particularly effective for objects with large 

aspect ratio variation (e.g., pedestrians vs. trucks) and is now a standard component in state-of-the-

art LiDAR detection pipelines. Transformer-based backbones (VoTr [27], VoxelNeXt [28]) further 

improved performance by modelling long-range dependencies within the point cloud. 

 

3.3 LIDAR-CAMERA FUSION 

 

LiDAR and camera sensors have complementary strengths: LiDAR provides precise metric depth 

with 360° coverage but low semantic richness; cameras provide high-resolution semantic 

information but lack direct depth measurement and are sensitive to illumination conditions. Fusing 

both modalities is thus a well-motivated research objective. 

Early approaches such as Frustum-PointNets [29] and PointPainting [30] augment 3D point clouds 

with 2D semantic features extracted from camera images. BEVFusion [31] represents the current 

state-of-the-art: both camera and LiDAR features are transformed into a unified Bird's-Eye View 

representation before fusion, resolving the spatial misalignment between the two modalities that 

plagued earlier approaches. BEVFusion achieves 70.23 mAP on the nuScenes test benchmark, 

outperforming unimodal LiDAR-only methods by 3.7 mAP — a margin that grows in difficult 

conditions (night, rain, occlusion). 

 

4. VISUOTACTILE SENSING AND TACTILE REPRESENTATION LEARNING 

Tactile sensing occupies a unique position in the multimodal robotics landscape: it provides contact 

information — force distribution, surface texture, slip detection — that is physically inaccessible 

to any non-contact modality. The emergence of high-resolution visuotactile sensors has 

transformed tactile robotics from a niche field into a mainstream research direction. 

 

4.1 VISUOTACTILE SENSOR DESIGN 

GelSight [4] operates on the principle of photometric stereo: an elastomeric gel surface deforms 

upon contact; an internal camera, illuminated by multi-coloured LEDs at different angles, captures 

these deformations as intensity variations. The resulting images encode 3D surface geometry with 

spatial resolution of 30–100 μm — comparable to the fingertip resolution of the human 

somatosensory system. GelSight has become the reference sensor for visuotactile robotics research 

due to its detailed geometry output and open-source design. 
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DIGIT [5] miniaturised the GelSight principle into a compact, low-cost module compatible with 

commercial robotic hands (Allegro, Shadow Dexterous Hand), enabling the collection of large-

scale tactile datasets. DIGIT's accompanying software ecosystem — TACTO simulator [32] and 

PyTouch framework — significantly lowered the entry barrier for tactile research. TacTip [33] 

represents an alternative bio-inspired design: an array of pins embedded in a soft dome is imaged 

from behind, with deformations manifest as pin displacements detectable via optical flow or deep 

learning. DigiTac [34] combined the DIGIT form factor with TacTip's biomimetic surface, 

enabling direct comparative evaluation of the two paradigms. 

A systematic review by Abad and Ranasinghe [35] documented the full history of visuotactile 

sensors, from piezoelectric matrices to modern GelSight variants, identifying three key engineering 

trade-offs: spatial resolution vs. sensor rigidity; contact area coverage vs. integration complexity; 

and simulation fidelity vs. elastomer calibration cost. 

 

4.2 SELF-SUPERVISED TACTILE REPRESENTATION LEARNING 

 

The central challenge in tactile representation learning is data scarcity: unlike vision, where billions 

of labelled images are available, tactile data must be collected via physical robot-object interaction, 

making large-scale labelled datasets prohibitively expensive. 

T3 [36] demonstrated that CNN encoders trained on GelSight images can predict grasp outcome 

(success/failure) before contact completion, enabling predictive tactile grasping. Dexterity from 

Touch [37] addressed the data scarcity problem through self-supervised pre-training via robotic 

play: a robot explores objects with random movements, collecting unlabelled tactile data used to train 

generalisable tactile encoders via contrastive objectives. The pre-trained encoder transferred to novel 

manipulation tasks with 15–20% improvement over randomly initialised encoders. 

ImageBind [38] proposed binding six modalities — image, text, audio, depth, IMU, thermal — into a single 

shared embedding space using images as the alignment anchor. Although not robotic-specific, ImageBind 

opened the perspective of embedding spaces that include tactile data. The subsequent MMWand dataset 

[39] followed this direction, building a multimodal visuotactile dataset with linguistic annotations for 50 

objects and training an ImageBind-based representation model. The resulting model achieved 78.4% 

accuracy on tactile-to-visual retrieval — demonstrating cross-modal grounding between tactile images and 

their visual counterparts. 

 

4.3 VISUOTACTILE INTEGRATION FOR DEXTEROUS MANIPULATION 

 

NeuralFeels [40], published in Science Robotics, addressed in-hand object pose and shape estimation by 

jointly optimising a neural field (implicit 3D geometry representation) over visual and tactile observations 

from a multi-finger hand. The system demonstrated a mean pose estimation error of 3.2 mm with visuotactile 
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fusion, versus 7.8 mm with vision alone — a 59% reduction attributable to the complementary depth 

information provided by tactile contact during occlusion. 

See to Touch [41] proposed visual incentives for tactile encoder pre-training: a contrastive objective aligns 

tactile representations with their corresponding visual counterparts, producing encoders that generalise to 

unseen objects when integrated into dexterous manipulation policies. Policies conditioned on visuotactile 

features outperformed vision-only and tactile-only counterparts by 12–18% success rate on novel object 

instances. 

An important benchmark is provided by Visual Dexterity [42], which demonstrated in-hand reorientation 

of complex, unseen objects to arbitrary target poses using vision-only input via a teacher-student RL 

framework. While achieving impressive results (76% success on novel objects), the absence of tactile 

feedback represents a recognised limitation — one that motivates the integration pursued by NeuralFeels 

and See to Touch. 

 

5. MULTIMODAL FUSION: ARCHITECTURES AND STRATEGIES 

Multimodal fusion is the architectural core of embodied perception systems. The choice of fusion 

strategy determines how — and at what level of abstraction — information from different sensory 

channels is combined, with significant consequences for performance, robustness, and 

computational cost. 

 

5.1 FUSION PARADIGMS 

 

Three classical paradigms are distinguished in the literature [43]: (i) Early (data-level) fusion 

concatenates raw or minimally processed modality inputs, relying on the network to learn cross-

modal correlations from scratch. This approach is simple but problematic when modalities have 

incompatible statistical properties or spatial resolutions. (ii) Late (decision-level) fusion combines 

the output predictions of modality-specific models via voting, weighted averaging, or stacking. It 

is robust to individual sensor failure but does not exploit cross-modal correlations during feature 

extraction. (iii) Intermediate (feature-level) fusion, currently the dominant paradigm, combines 

intermediate feature representations via cross-modal attention, gating, or tensor product operations 

before the final prediction layers. 

Transformer architectures are naturally suited to intermediate fusion: the attention mechanism can 

be trivially extended to cross-modal query-key pairs, enabling each modality to attend to relevant 

features in other modalities. A systematic review by Han et al. [43] classified 150+ multimodal 

fusion methods for robotic vision into four integration levels — pipeline, feedback, modular, and 

end-to-end — identifying end-to-end systems as consistently achieving the highest performance on 

complex manipulation benchmarks, at the cost of greater training complexity. 
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5.2 JOINT EMBEDDING SPACES 

 

Joint embedding spaces represent a particularly powerful paradigm for multimodal integration: all 

modalities are projected into a shared latent space where semantically related representations from 

different modalities are aligned via contrastive objectives. CLIP [44] established this paradigm for 

vision-language alignment, training an image encoder and a text encoder to maximise the cosine 

similarity of matched image-text pairs. The resulting image representations support zero-shot 

visual classification across arbitrary categories simply by encoding category names as text prompts. 

For robotics, CLIP-derived representations have been applied to object-goal navigation [45], 

semantic map construction [46], and reward specification via language instructions [47]. 

ImageBind [38] extended this principle to six modalities, with potential implications for integrating 

tactile data into shared embedding frameworks — an active direction of current research. 

 

5.3 VISION-LANGUAGE-ACTION (VLA) MODELS 

 

Vision-Language-Action (VLA) models represent the frontier of multimodal embodied 

intelligence: systems that jointly process visual observations, natural language instructions, and 

robot proprioception to directly generate robot control actions. VLA models leverage the semantic 

knowledge embedded in large-scale pre-trained VLMs to enable robots to generalise to novel tasks, 

objects, and instructions. 

RT-2 [48] demonstrated the critical principle of emergent generalisation through joint training: 

fine-tuning a 55B-parameter VLM (PaLI-X) on robotic demonstration data, with actions 

represented as text tokens, produced a robot that could execute instructions in languages not present 

in the robot training data and perform multi-step reasoning (e.g., identifying an object that could 

serve as an improvised hammer). Evaluations across 6,000 real-robot trials showed 62% 

improvement over a strong RT-1 baseline on tasks requiring emergent semantic reasoning. 

OpenVLA [49] democratised this approach by training a 7B-parameter open-source VLA (based 

on LLaMA-2 and DINOv2-SigLIP) on 970K trajectories from Open X-Embodiment [50] via LoRA 

fine-tuning. Despite being 10× smaller than RT-2-X, OpenVLA achieved competitive performance 

on 25 of 29 BridgeV2 benchmark tasks — demonstrating that parameter efficiency and open-

source accessibility need not come at the cost of generalisation ability. The survey by Liu et al. 

[51] provides a comprehensive taxonomy of VLA architectures, classifying them by generation 

mechanism (autoregressive, diffusion, flow matching, hybrid) and identifying long-horizon 

stability, semantic grounding under noisy inputs, and efficient inference on robot hardware as the 

primary open challenges. 
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6. BENCHMARK RESULTS 

We aggregate the most significant quantitative results across all four perception domains covered 

in this survey. Tables 1–4 report state-of-the-art performance on established public benchmarks as 

of April 2026. 

 

Method Benchmark Metric Score Year 

SwinV2-G ImageNet-1K Top-1 Acc. (%) 90.2 2022 

DeiT III-H/14 ImageNet-1K Top-1 Acc. (%) 87.7 2022 

DINOv2-ViT-L ImageNet-1K Top-1 Acc. (%) 86.3 2023 

Co-DETR-L COCO 2017 val AP (box) 66.0 2023 

DINO-L COCO 2017 val AP (box) 63.3 2023 

Mask2Former-S-L ADE20K val mIoU (%) 57.7 2022 

FoundPose YCB-Video AUC ADD(-S) 

(%) 

97.1 2024 

 

Table 1. State-of-the-art results on visual perception benchmarks (April 2026). 

 

Method Benchmark Metric Score Year 

Point-MAE ModelNet40 Acc. (%) 94.0 2022 

Point Transformer ModelNet40 Acc. (%) 93.7 2021 

PointNeXt-XL ScanObjectNN OA (%) 87.7 2022 

PV-RCNN++ KITTI (Car, Mod.) AP 3D (%) 83.7 2022 

CenterPoint-PP KITTI (Car, Mod.) AP 3D (%) 83.4 2021 

BEVFusion nuScenes test mAP 70.2 2023 

SECOND KITTI (Car, Mod.) AP 3D (%) 79.4 2018 

 

Table 2. State-of-the-art results on 3D spatial perception benchmarks. 
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Method Task Metric Score Year 

NeuralFeels YCB in-hand pose 

est. 

Trans. error (mm) 3.2 2024 

Vision-only baseline YCB in-hand pose 

est. 

Trans. error (mm) 7.8 2024 

Dexterity from 

Touch 

Novel obj. grasping Success Δ (%) +18 2023 

See to Touch Novel obj. 

manipulation 

Success rate (%) 74 2024 

MMWand 

(ImageBind) 

Tactile-to-visual 

retrieval 

Accuracy (%) 78.4 2024 

Visual Dexterity In-hand reorientation Success rate (%) 76 2023 

 

Table 3. Performance on visuotactile perception and manipulation benchmarks. 

 

Method Benchmark Metric Score Year 

RT-2-X (55B) Open X-Emb. 

(emergent) 

Success rate (%) 62 Δ 2023 

OpenVLA (7B) BridgeV2 Task success (%) Comp. RT2 2024 

Octo LIBERO-Long Success rate (%) 78 2024 

IRIS Atari 100K (26 

games) 

Mean HNS >DreamerV2 2023 

π0 (flow) ALOHA bimanual 

tasks 

Success rate (%) >spec. 2024 

 

Table 4. State-of-the-art results on multimodal / VLA benchmarks. 

 

7. OPEN CHALLENGES 

Despite the remarkable progress documented in this survey, several fundamental challenges 

constrain the deployment of multimodal robotic perception systems in real-world settings. 
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7.1 COMPUTATIONAL EFFICIENCY FOR EMBEDDED DEPLOYMENT 

 

The most performant perception models — large-scale ViTs and VLA systems — require 

computational resources incompatible with the embedded hardware typically available on 

autonomous robots. A robotic control loop must respond to sensory input within 50–100 ms to 

guarantee safe real-time operation. Models such as GPT-4V or RT-2, when executed on cloud 

infrastructure, introduce network latencies incompatible with closed-loop control. Promising 

mitigation strategies include knowledge distillation [52], structured pruning, INT8/INT4 weight 

quantisation, and neuromorphic computing; however, none has yet demonstrated the ability to 

replicate full-size model performance on complex real-time manipulation tasks. 

 

7.2 SCARCITY OF LARGE-SCALE MULTIMODAL ROBOTIC DATA 

While vision benefits from billions of web-scale images, tactile and proprioceptive data must be 

collected via costly physical robot-object interaction. Open X-Embodiment [50] made a significant 

step towards centralising robotic demonstration data (1M+ trajectories from 22 robot types), but 

remains orders of magnitude smaller than vision-only datasets. Self-supervised learning and sim-

to-real transfer are the primary mitigation strategies, but the domain gap between simulated tactile 

deformations and real sensor images remains a significant open problem, particularly for novel 

contact configurations. 

 

7.3 SPATIO-TEMPORAL FUSION OF ASYNCHRONOUS MODALITIES 

 

Multimodal systems in practice receive inputs from sensors with heterogeneous sampling rates: 

RGB cameras at 30 Hz, LiDAR at 10 Hz, tactile sensors at 100 Hz, and IMUs at 1000 Hz. Most 

existing fusion frameworks assume perfect temporal synchronisation — an assumption rarely valid 

in real robot systems with variable communication latencies. Developing principled architectures 

that handle asynchronous, temporally irregular multimodal streams remains an underexplored 

research problem with direct practical significance. 

 

7.4 OUT-OF-DISTRIBUTION ROBUSTNESS AND CERTIFICATION 

 

Deep learning perception systems exhibit significant performance degradation when tested on data 

drawn from distributions different from the training distribution (out-of-distribution, OOD). In real 

robotic deployments, OOD conditions are ubiquitous: novel object textures, changed lighting, 
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partial occlusions, sensor degradation. Foundation models pre-trained on diverse web-scale data 

(DINOv2, CLIP, SAM) show improved OOD generalisation, but systematic evaluation under real-

world OOD conditions remains sparse. For safety-critical applications (surgical robotics, industrial 

automation, assistive systems), not only robustness but formal certification of perception reliability 

is required — a goal for which current neural architectures provide no satisfactory solution. 

 

8. FUTURE RESEARCH DIRECTIONS 

Our analysis of the current state-of-the-art and open challenges points to four high-impact research 

directions for the coming years. 

 

8.1 UNIFIED EMBODIED PERCEPTION MODELS 

 

The next paradigm shift in multimodal robotic perception is likely to be the development of unified 

models that process all sensory modalities — vision, depth, tactile, audio, language — within a 

single shared architecture, analogous to ImageBind but with explicit robotic-task conditioning. Pre-

training on diverse multimodal robotic data followed by task-specific fine-tuning could produce 

perception models as general as large language models are for text. The recent Magma (Microsoft, 

CVPR 2025) and Qwen2-VL (Alibaba, 2024) represent early steps in this direction, demonstrating 

that spatial reasoning and affordance estimation can be embedded in VLM architectures without 

task-specific engineering. 

 

8.2 NEUROMORPHIC AND EVENT-BASED SENSING 

 

Dynamic Vision Sensors (DVS, event cameras) capture per-pixel intensity changes at microsecond 

latency and with orders-of-magnitude lower power consumption than frame-based cameras. Their 

integration into multimodal systems — particularly for high-speed manipulation and agile robotic 

locomotion — represents a largely unexplored direction. Developing neural architectures capable 

of jointly processing event streams, RGB frames, point clouds, and tactile images is a challenging 

but high-impact research objective. 

 

8.3 ACTIVE AND EMBODIED PERCEPTION 

 

The dominant paradigm of passive perception — where sensors collect data independently of robot 

actions — is increasingly recognised as insufficient for tasks requiring fine geometric or semantic 
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discrimination. Active perception, where the robot plans movements to maximise information gain, 

is well-studied theoretically but poorly integrated with modern deep learning perception. The 

development of unified frameworks that jointly optimise the perception representation and the 

information-seeking action policy — drawing on Bayesian active learning and information-

theoretic exploration — represents a promising convergence direction. 

 

8.4 DISTRIBUTED WHOLE-BODY TACTILE SENSING 

 

Current tactile sensing is almost exclusively focused on fingertip sensors. Enabling full-body tactile 

perception — covering the entire robot surface with contact-sensitive skin — would fundamentally 

expand the safety and interaction capabilities of collaborative robots. Advances in 3D-printed 

piezoresistive materials and carbon nanotube composites are progressively making distributed 

tactile skin more manufacturable. The development of neural architectures capable of processing 

thousands of simultaneous contact signals in real-time remains an open challenge. 

 

9. CONCLUSIONS 

This survey has provided a systematic review of the state-of-the-art in multimodal robotic 

perception, spanning visual processing (CNNs to Vision Transformers), 3D spatial understanding 

(PointNet-family to BEVFusion), visuotactile sensing (GelSight to NeuralFeels), and multimodal 

fusion (cross-attention to VLA models). The overarching trend is unmistakable: the field is 

converging towards unified, end-to-end architectures pre-trained on large-scale data that integrate 

multiple sensory modalities into shared representation spaces, leveraging the semantic knowledge 

of foundation models to achieve generalisation previously unattainable by task-specific systems. 

At the same time, the analysis reveals four persistent challenges that current architectures have not 

yet resolved: efficient inference on embedded hardware, large-scale multimodal data collection, 

spatio-temporal fusion of asynchronous sensor streams, and formal robustness certification. 

Progress on these challenges will be decisive for transitioning multimodal robotic perception from 

laboratory demonstrations to reliable deployment in the complex, unstructured environments where 

autonomous systems can generate the greatest societal value. 

We hope this survey will serve as a structured reference for researchers entering the field and as a 

diagnostic tool for practitioners designing multimodal perception pipelines for real robotic systems. 
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